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ABSTRACT
The European project CAPE (European Open Compute Architec-
ture for Powerful Edge) aims to develop composable, cognitive, and
sustainable Cloud-Edge server infrastructures, completely based
on open standards[6]. CAPE started in December 2024. The con-
sortium includes 7 SMEs, 4 academic partners and the international
standardization committee PICMG, with members from 7 coun-
tries. This paper presents the project’s current state and focuses
on the eHPS hardware platform and the integration of the Com-
pute Express Link (CXL) technology. On the software side, CAPE
has a strong focus on application deployment and workflow or-
chestration on hybrid edge-cloud clusters. As an MVP for the soft-
ware integration, we describe the automated bootstrapping of a
Kubernetes-based edge-cloud cluster using the Infrastructure as
Code (IaC) tool Pulumi. The bootstrapping tools and other optional
deployed applications, such as the openDesk stack and a variety of
cluster-management and open-source development tools such as
Prometheus/Grafana and GitLab, are available open-source [18].

CCS CONCEPTS
• Computer systems organization → Cloud computing; •
Hardware→ Memory and dense storage; • Networks→ Network
performance analysis; • Software and its engineering → Auto-
matic programming; • Computing methodologies → Machine
learning; • Information systems → Data centers; Open source
software; Computing platforms.

KEYWORDS
European Project, Edge-CloudContinuum, CXL, Composable Server
Infrastructure, Modular Microserver, COM-HPC, Heterogeneous
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1 INTRODUCTION
The landscape of server architectures has remained largely un-
changed over the past decade, whereas the requirements of users
and developers have evolved significantly, driving the need for more
flexible infrastructures. Conventional data center architectures rely
on multiple cloud nodes to ensure redundancy and high availability
of central services. Communication between these nodes is typi-
cally based on Ethernet, resulting in a loosely coupled network with
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comparatively high latency. Existing cloud servers are designed
for predefined use cases and therefore specialize in either compute
performance, large memory capacity, or hardware acceleration
through GPUs or FPGAs. Infrastructure engineers can select from
heterogeneous node types and dynamically allocate resources to
support both long-running workloads and transient demands [1, 5].

However, certain workloads and application domains pose spe-
cific challenges. From an efficiency perspective, edge computing
enables processing closer to the data source, reducing data move-
ment, lowering latency, and improving bandwidth utilization, while
also increasing system autonomy. In addition, privacy-sensitive
applications in sectors such as healthcare and finance are often
constrained by strict compliance requirements, such as ISO/IEC
27001-certified ISMS, limiting their deployment in public cloud
environments [20]. Finally, there is a growing demand for large
language models (LLMs) to support developers and enhance pro-
ductivity. These models require substantial compute, acceleration,
and memory resources, which can be provisioned in the cloud but
raise concerns regarding data sovereignty, corporate know-how
protection, and regulatory compliance.

These challenges naturally lead to the conclusion that on-premises
(located within the company’s own facilities) edge servers must
be integrated into the company’s data center infrastructure. They
can provide isolated, cost-effective, and low-latency computing re-
sources. Most servers on the market cannot be adapted to changing
requirements due to their inflexible architecture. Consequently,
edge nodes are often massively oversized in edge data centers,
which leads to higher costs and decreased resource efficiency.

Small and medium-sized enterprises (SMEs), which form the
backbone of the European economy, are overwhelmed by the task
of setting up and operating such an edge-cloud infrastructure. CAPE
addresses these challenges and sets the primary objectives to:

• Design a powerful, flexible, and sovereign edge-cloud com-
puting architecture, especially suited for European SMEs.

• Provide composable hardware platforms for edge computing
targeted at heterogeneous and high-density workloads.

• Address the challenges of setting up a compute cluster, in-
cluding provisioning and deploying applications on distributed
Edge–Cloud systems.

• Improve resource utilization by composing hardware com-
ponents to the changing demands of workloads.

• Rely exclusively on open ecosystems and standards (COM-
HPC, PCIe/CXL, Kubernetes, SECA).

• Ensure sustainability by creating blueprints for a standard-
ized edge-cloud ecosystem.
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2 COMPOSABLE SERVER ARCHITECTURES

Figure 1: CAPE’s resource pools in on premises edge servers

The CAPE project aims to design a fully composable server
architecture going beyond the state of the art in disaggregated
computing, which currently spans network-attached storage and
virtualized computing resources transparently connected via Ether-
net. Figure 1 shows CAPE’s composable server architecture, which
explicitly supports heterogeneous resource pools, consisting of
general CPUs (x86, ARM and RISC-V), GPUSoC, FPGASoC, NICs,
as well as distributed storage. All computing resources are inter-
connected by a high-speed, low-latency PCIe fabric, allowing to
arbitrarily interconnect to each other dynamically at run time. Data
centers equippedwith this composable infrastructure technology of-
fer application engineers a platform that adapts to the application’s
needs, increasing flexibility and overall utilization. In conjunction
with CAPE’s software stack, this enables the dynamic and adaptive
allocation of compute resources within an elastic cloud-edge contin-
uum, thereby significantly reducing traditional over-provisioning
and costs.

The tight coupling of compute nodes via PCIe, enabling direct
host-to-host communication, has become state of the art and can
deliver up to an order-of-magnitude improvement in performance
and energy efficiency compared to standard Ethernet-based inter-
connects [10, 11, 19]. Compute Express Link (CXL), built on top
of the PCIe physical layer is a key enabler for composable server
infrastructures. CXL is an open, cache-coherent interconnect for
processors, memory expansion, and accelerators. It combines PCIe-
compatible discovery and management with coherent cache and
memory protocols, allowing attached devices to participate directly
in the system memory hierarchy [8, 9]. Architecturally, CXL con-
sists of three sub-protocols: io, cache, and mem. These are reflected
in the standardized device classes: Type-1 devices support io and
cache, Type-2 devices implement all three protocols and include
device-local memory, and Type-3 devices support io and mem for
memory expansion and pooling [9]. Subsequent revisions of the
standard extend these capabilities. CXL 2.0 introduced switching,
memory pooling, Multi-Logical Devices, and a Fabric Manager in-
terface for managing pooled resources [7]. CXL 3.0 further advances
composable fabrics with enhanced fabric capabilities, multi-level
switching, improved memory pooling, and increased link speeds of
up to 64GT/s, while maintaining backward compatibility [9].

2.1 CXL within the Computing Continuum
For CAPE’s Edge-Cloud Continuum, CXL is particularly relevant
because it enables memory resources and accelerators to be decou-
pled from individual nodes and composed more flexibly accord-
ing to workload demands, thereby addressing inefficiencies that
arise when memory is statically bound to a single machine. The
Pond system [14] shows that CXL-based memory pooling can im-
prove DRAM utilization and reduce cost while still meeting cloud
performance targets. This is also relevant for memory-intensive
enterprise workloads, as disaggregated memory can expand mem-
ory beyond the limits of a single server and help alleviate both
capacity constraints and long restart times during failover in in-
memory Database Management Systems (DBMS) [2]. At the same
time, disaggregated memory must be deployed carefully, because
measurements on real CXL-ready systems show that memory be-
haves differently from emulated remote-NUMA memory and that
some devices exhibit significant tail latencies [15, 22]. Therefore,
CXL should primarily be understood as an enabler for composability
and higher resource efficiency rather than as a direct replacement
for local DRAM in latency-critical paths.

2.2 CXL Memory and Switching Fabric
For composable server architectures, the key practical features to-
day are memory pooling and switched fabrics. CXL 2.0 already
defines memory pooling as a primary use case and supports pool-
ing with single-logical and multi-logical devices, with or without a
switch, under Fabric Manager control. CXL 3.0 extends this path
with richer fabric capabilities and multi-level switching, making it
increasingly relevant for modular backplanes and larger compos-
able fabrics [7, 9]. At the same time, the performance of CXL fabrics
depends strongly on topology and system integration, because dif-
ferent switch placements and memory-attachment structures can
lead to substantial runtime differences, some memory devices show
notable tail latencies, and CXL traffic can be affected by concurrent
memory and storage activity [16, 17, 23]. Therefore, CXL-capable
fabrics should be evaluated not only for bandwidth, but also for
topology, latency distribution, and interference behavior.

3 CAPE’S HARDWARE PLATFORMS
The architecture of CAPE’s hardware platforms is based on mod-
ular computing nodes interconnected by the flexible PCIe/CXL
communication infrastructure as depicted in Figure 2. Building on
this hardware foundation, within CAPE, two distinct platforms are
developed: the embedded High Performance Server (eHPS) and
the Edge Micro Data Center (EMDC). Because both platforms rely
on the open and established module standards COM Express and
COM-HPC, they can draw from a wide range of commercially avail-
able CPU (ARM, x86) modules. One part of CAPE is to integrate
additional compute modules targeting GPUSoC and FPGASoC tech-
nology, as well as RISC-V. In the following section, a brief overview
of the architecture of the eHPS is given, jointly developed by Biele-
feld University and Christmann Informationstechnik.

The eHPS targets heterogeneous computing using hardware ac-
celerators (GPU, FPGA) in commodity E-ATX server housings. The
carrier board supports up to three COM-HPC modules, which are
interconnected by a central PCIe Gen6 switch (Figure 3) providing
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Figure 2: CAPE’s modular hardware platforms based on COM
Express/COM-HPC form factors: embedded High Perfor-
mance Server (eHPS) and Edge Micro Data Center (EMDC)

additional MCIO attached storage and PCIe expansion slots. Both
COM-HPC Client modules have a direct connection to the switch
with 8 lanes and 4 additional lanes as backup, which results in a
bandwidth of 64GByte/s + 32 GByte/s = 96GByte/s. With 16 at-
tached lanes, the COM-HPC Server module achieves 128GByte/s.
The switch supports non-transparent bridging (NTP) to enable
multi-node configuration and resource sharing across arbitrary
nodes and allows for creating virtual network devices over PCIe.
By using these virtual network devices, the direct node-to-node
communication within a Kubernetes cluster can be sped up signifi-
cantly, compared to 100GbE. Due to limited component availability
in the market, the PEX90104, a 104-port PCIe Gen6 data-center
switch, is used. As the switch does not support CXL features at the
moment, an updated switch will be added in the next hardware
revision of the eHPS.

Figure 3: eHPS: PCIe-centric architecture around module
computing nodes

The Board Management Controller (BMC) is a vital part of the
platform. Unlike typical server architectures, this approach does
not rely on a 1:1 relationship between the BMC and the compute
node; instead, a single BMCmanages three compute modules simul-
taneously (Figure 4). The BMC features a built-in automotive-grade

Ethernet switch, providing a dedicated out-of-band 1GbE manage-
ment network to each compute module. In addition, each module
also has access to the compute network via a 10GbE interface.

Figure 4: eHPS: Ethernet and BMC subsystem

4 OPEN SERVER MANAGEMENT
Figure 5 shows the peripherals attached to the central BMC. A well-
established open firmware stack for selected BMCs is openBMC. As
openBMC is limited to manage one compute device, CAPE uses a
custom busybox Linux distribution to invoke the firmware program,
taking care of implementing the required features, i. e., inventory
management, power management, PCIe and CXL configuration in
a vendor-agnostic way. In addition to a web-based user interface,
the BMC firmware provides a common Redfish interface to upper
layers.

Figure 5: eHPS low level board management architecture
including control- and peripherals components

As a key component of CAPE, the openMPMC (Open Multi
Platform Management Controller) serves as a link between the
BMCs of CAPE’s hardware platforms or third-party servers and
CAPE’s software stack Figure 6. openMPMC is an open-source,
web-based platform for managing multiple heterogeneous compute
nodes and hardware accelerators in a secure and user-friendly way.
Designed to be vendor-agnostic, openMPMC unifies the control and
monitoring of diverse hardware infrastructures, including CAPE’s
eHPS and EMDC platforms as well as standard third-party servers.
This way, servers can be centrally managed using one common
web- or Redfish interface.

https://github.com/openbmc/openbmc
https://www.dmtf.org/standards/redfish
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Figure 6: The architecture of openMPMC for a hierarchical
management of CAPE edge and generic third party servers

5 INFRASTRUCTURE BOOTSTRAPPING FOR
HYBRID EDGE-CLOUD CLUSTER RUNNING
KUBERNETES

CAPE’s software stack is based on Kubernetes, yet deploying and
operating hybrid edge–cloud clusters remains complex. To address
this, CAPE provides a pre-configured infrastructure that integrates
its hardware platforms and software framework, targeting both
SMEs and developers. A configurable Infrastructure-as-Code (IaC)
approach using Pulumi simplifies cluster bootstrapping and im-
proves accessibility. As shown in Figure 7, the setup follows estab-
lished GitOps and DevOps practices. The implementation is open-
source and available at github.com/mkaiser/edge-cloud-cluster [18].
While designed for CAPE edge hardware, which is not yet widely
available, the current implementation uses Hetzner to enable re-
producible deployments. The architecture is provider-agnostic and
aligned with SECA, enabling portability across cloud providers and
preventing vendor lock-in.

Figure 7: Overview of the Cloud-Edge infrastructure boot-
strapping process with Pulumi, ArgoCDGitOps and run-time
Ryax workflow orchestration

The public repository offers a DevContainer for easy environ-
ment setup, including the Pulumi environment and several develop-
ment tools (e.g., Hetzner CLI). The only prerequisite is an installed
Docker runtime and a Hetzner Cloud API token. The Pulumi frame-
work allows infrastructure engineers to define and manage cloud
resources using familiar programming languages like Python, Type-
Script, Go, and C#. The cluster infrastructure itself is described in

TypeScript and can be configured by several parameters, e.g., the
kind and number of control plane and worker nodes, Load Bal-
ancer settings, and other specific domain settings. The following
list details the setup steps shown in Figure 7:

(1) After cloning the Git and adjusting project-specific param-
eters, the infrastructure engineer sets up the basic cloud
infrastructure, including private networks, firewall, storage
(block, S3 Bucket), DNS settings, TLS certificates and installs
Kubernetes on control planes and worker nodes. Finally, the
ArgoCD GitOps service is started.

(2) ArgoCD continuously monitors a Git repository containing
deployment instructions for changes. The minimal imple-
mentation contains a self-managing ArgoCD and an Identity
and Access Management (IAM), serving as the foundation
for VPN services.

(3) These VPN services allow connecting edge servers, which are
typically behind company firewalls, to securely connect to
the cloud’s private network and join the cloud’s Kubernetes
cluster. This process can be automated using the openMPMC
for initial node provisioning, creating the basis of an elastic
Cloud-Edge infrastructure.

(4) ArgoCD additionally deploys the previouslymentioned CAPE
software stack, including the RYAX workflow orchestration
engine, using helm charts.

(5) After the infrastructure and basic services are online, DevOps
Engineers can monitor the cluster and start deploying their
applications and workloads using ArgoCD, RYAX or the
Cognitive Framework.

(6) In addition, non-expert developers or users can use the Ryax
web-based user interface to deploy preconfigured applica-
tions like LLMs or vision processing algorithms (ClickOps),
or use a low-code approach.

The basic services of the deployment are provided by openDesk,
a free, open-source office and collaboration suite designed for public
administration. OpenDesk bundles services like user and access
rightsmanagement, text processing, email, chat, video conferencing,
project management, and cloud file storage into a single, sovereign,
browser-based workspace[4]. Figure 8 shows the set of applications
with mandatory applications highlighted in grey. DevOps engineers
can deselect single applications using a configuration file to adapt
the infrastructure to their needs.

Figure 8: Predefined set of deployed applications, grey com-
ponents mandatory, white are optional

www.pulumi.com
www.hetzner.com
https://github.com/argoproj/argo-cd
https://www.opendesk.eu/de
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6 WORKLOAD DEPLOYMENT AND
ORCHESTRATION

CAPE’s edge-cloud software deployment stack was already de-
scribed in more detail in [12]. Therefore, the key points of the
architecture are just briefly mentioned here. Figure 9 illustrates
three possible usage levels of the deployment software stack: a)
Low-level using Infrastructure as/from Code, b) direct workflow
orchestration on existing infrastructures, and c) AI-based agentic
setup for non-expert users.

Figure 9: Overview on CAPE’s software architecture

A key component is the workflow orchestrator Ryax, which en-
ables efficient deployment of workloads across multiple Kubernetes
clusters. It provides the means and the necessary abstraction to
deploy agents and self-host open LLMs.

Through these features, in CAPE, non-expert users can generate
the complete Infrastructure-from-Code (IfC) needed to be provi-
sioned for their workload and application dynamically, in natural
language. In this context, the Cognitive Framework is responsible
for the necessary LLMOps steps such as the fine-tuning of special-
ized LLMs for optimal IfC code.

SECA (Sovereign European Cloud API) is an open, standardized
API specification for cloud infrastructure management, driven by
European cloud providers and launched in March 2025 [21]. With
SECA, a common and provider-independent API for Infrastructure-
as-a-Service (IaaS) can be used to provision resources (network-
ing, firewall, storage, VMs) and manage the lifecycle of clusters.
CAPE will leverage this API to create exchangeable code, prevent-
ing provider lock-ins.

7 BENCHMARKING
Using CAPE’s bootstrapping and deployment process, Infrastruc-
ture and DevOps engineers can now easily integrate and manage
CAPE’s heterogeneous hardware platforms or COTS servers into
a hybrid cloud-edge infrastructure. The next step for CAPE is to
demonstrate the capabilities and advantages of tightly coupled edge
servers. We plan to set up several eHPS and EMDC servers equipped
with heterogeneous hardware components: CPUs with x86, RISC-V
or ARM-based architectures, GPUSoCs and FPGA-SoCs. The evalu-
ation process will be started with synthetic benchmarks targeting
the communication between Node-to-Node and between Pod-to-
Pod within a Kubernetes cluster, measuring latency, bandwidth and
CPU load. A 10GbE interconnect will be as a baseline, which is
supported by all compute platforms.

CAPE’s edge platforms share the PCIe-centric approach, which
provides, in general, a higher bandwidth and lower latency than
Ethernet. Virtualizing a NIC (vNIC) is a flexible approach for in-
server extension of the communication capabilities. However vNICs
often come with higher computation efforts on node-side, which
can use up the interconnection benefits on the lower ISO/OSI levels
Data-link-layer and Physical layer of PCIe [13]. The benchmarking
efforts will analyze this and evaluate different Container Network
Interface (CNI). By using the predecessor of the eHPS platform, the
communication can be also measured based on PCIe Gen3 with
8 lanes and compared to PCIe Gen6 with 8 lanes of the eHPS. Finally,
we will use a combined or accumulated approach using Ethernet
and PCIe simultaneously using a dual networking-capable CNI
stack. The CXL capabilities will be tested using memory pooling,
where one node shares portions of main memory with other nodes
via FAMFS, an open-source file system that exposes CXL-backed
shared memory as mmap-able files [3].

CAPE is accompanied by three representative use cases that span
industrial applications (smart grids), AI-enabled edge computing
(deep learning at the edge), and satellite payload processing. These
use cases collectively emphasize the integration of low-latency,
compute-intensive, and data-intensive workloads into edge- and
cloud-infrastructure frameworks. All use cases highlight the need
for adaptive resource management and optimized data pipelines
at the edge and will benefit from CAPE’s software architecture
for deployment and orchestration. The Smart Power Grid use case
requires real-time analytics and decision making using pooled mem-
ory across multiple compute nodes. For AI inference in the use case
Deep Learning at the Edge, an FPGA-based accelerator based on
RISC-V will be used to enable local real-time vision processing. For
Satellite Payload Data Processing distributed memory will be used
to achieve high data throughput for image data pre-processing.

8 STANDARDIZATION AND INDUSTRY
ALLIANCES

CAPE actively engages with industry alliances and standardization
bodies to ensure interoperability and promote open hardware and
software solutions. With the recent release of COM-HPC Revision
1.3 by PICMG, CXL support has been introduced, marking a key
step toward composable, high-performance edge systems aligned
with CAPE’s architecture. CAPE also collaborates with SGET and
its Open Harmonized FPGA Module (oHFM) specification, which

https://github.com/RyaxTech/ryax-engine
https://github.com/HIRO-MicroDataCenters-BV/Hiro-CF
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defines a standardized FPGA module form factor for data-intensive
applications, as well as with the Open Compute Project (OCP) on
open hardware for scalable data center and edge infrastructures.

On the software and cloud interface level, CAPE aligns with
initiatives such as the Cloud Native Computing Foundation (CNCF)
and the Sovereign European Cloud API (SECA), enabling portable,
cloud-native, and provider-independent infrastructure manage-
ment. Extending beyond individual standards, the Open Federated
Edge-Cloud Infrastructure Alliance (OFEIA) acts as a “standard
of standards”, integrating heterogeneous hardware and software
components into a unified framework and defining interoperable
reference architectures, best practices, and integration guidelines
for federated edge–cloud infrastructures.

9 RELATED EU PROJECTS
CAPE collaborates with several EU projects advancing open hard-
ware and software for edge–cloud computing. Two closely related
projects are:

HIGHER (European Heterogeneous Cloud/Edge Infrastructures
for Next Generation Hybrid Services), which develops open-source
modular server designs based on Open Compute Project standards
for high-density, rack-scale environments. Like CAPE, it leverages
CXL for rack-level memory pooling.

CHORYS (Open and Programmable Accelerators for Data-Intensive
Applications in the Cloud), which focuses on FPGA- and RISC-V-
based accelerators for data-intensive workloads to improve perfor-
mance and energy efficiency. Its technologies, such as OpenSSD-V
and OpenNIC-V, complement and integrate with CAPE’s modular
hardware and software stack.

10 CONCLUSION AND OUTLOOK
This paper presented CAPE’s composable edge–cloud architec-
ture, combining modular hardware platforms with a Kubernetes-
based software stack for deployment and orchestration across the
continuum. The architecture integrates PCIe/CXL-based intercon-
nects, heterogeneous compute modules, and a provider-agnostic,
Infrastructure-as-Code approach to enable flexible and efficient
resource composition. A key contribution is the automated boot-
strapping of hybrid edge–cloud clusters, enabling reproducible
deployments and simplifying infrastructure management for both
developers and SMEs. Following an open-source-first paradigm,
all software components, including the Cognitive Framework, are
made available via the project’s GitHub, supporting transparency,
extensibility, and broad adoption.
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